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Abstract. This project examines how interconnected artificial 
intelligence (AI)-assisted workflows can address the limitations of 
current language-based models and streamline machine-vision related 
tasks for architectural design. A precise relationship between text and 
visual feature representation is problematic and can lead to “ambiguity” 
in the interpretation of the morphological/tectonic complexity of a 
building. Textual representation of a design concept only addresses 
spatial complexity in a reductionist way, since the outcome of the 
design process is co-dependent on multiple interrelated systems, 
according to systems theory (Alexander 1968). We propose herewith a 
process of feature disentanglement (using low level features, i.e., 
composition) within an interconnected generative adversarial networks 
(GANs) workflow. The insertion of natural language models within the 
proposed workflow can help mitigate the semantic distance between 
different domains and guide the encoding of semantic information 
throughout a domain transfer process. 

Keywords.  Neural Language Models; GAN; Domain Transfer; Design 
Agency; Semantic Encoding; SDG 9. 

1. Introduction 

Artificial intelligence (AI) models that focus on language and vision have progressed 
exponentially, featuring recent neural language models (NLMs) like DALL-E and 
CLIP (2021). State-of-the-art literature has speculated that this progression in computer 
vision is only the beginning of introducing NLMs’ potential for design. Such neural 
networks (ANNs) match text prompts with corresponding visual representation, 
helping circumvent computationally expensive and labor-intensive tasks involved in 
machine vision. These models can expedite and streamline machine-vision related 
tasks for architectural design, due to expanded, generic training datasets. However, a 
precise relationship between text and visual feature representation is problematic  and 
leads to “ambiguity” in the interpretation of the morphological/tectonic complexity of 
architecture. For example, a building’s phenomenological aspects are especially 
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difficult to capture and concisely encode through natural language supervision. 
Design is likely the most sophisticated aspect of human intelligence (Gero, 1991). 

It is a multimodal endeavour, where different design tasks can be addressed at various 
degrees of abstraction through mediums like text, drawing, painting, 3D models, etc. 
Direct application of AI models where one model tackles the overall design complexity 
is problematic. Textual encoding of a design concept only allows a reductionist 
understanding of spatial complexity, since the outcome of the architectural process is 
co-dependent on multiple interrelated systems (Alexander, 1968). Consequently, 
applying NLMs into the architectural domain, offers an inadequate interpretation and 
handling of the various layers entangled in architectural design. In response, this work 
investigates the use of NLMs into a design workflow, addressing aspects of: (1) 
oversimplification of design complexity and flattening architectural layers when 
applying NLMs discreetly, (2) models’ ambiguity, particularly for training with non-
architectural datasets, and (3) designers’ agency-control within AI-assisted workflows. 

In order to employ AI (i.e., NLMs) to tackle design complexity and the multiple 
interrelated architectural layers, we propose a workflow to disentangle the process into 
its interconnected component parts. Disentanglement into architectural layers or design 
tasks (i.e., organization, composition, structure) breaks down the architectural problem, 
allowing other AI models to deal with discrete layers. This way, the suggested design 
system supports feature disentanglement and accommodates design complexity. The 
NLMs -DALL-E, VQGAN+CLIP, Diffusion models (DMs)- used herewith were pre-
trained with a generic dataset. Additional models (i.e., StyleGAN; CycleGAN) can 
help clarify the architectural domain, substituting for other pre-trained models. A 
protocol of two experiments was herewith introduced: (1) Discrete networks: three 
NLMs (DALL-E, VQGAN+CLIP, and DMs) were separately used to test a design 
scenario and, (2) Interconnected networks: the NLM became a component into a design 
workflow with multiple interconnected AI models (GANs, NLMs), where architectural 
layers were disentangled, incorporating domain-specific datasets. While the first 
experiment demonstrated  limited agency over the process, the second experiment 
showed how NLMs can increase human agency, enabling the encoding of design 
intentionality at various design task and process levels. Our primary contribution to 
Creative AI research features the development of a hybrid workflow of GANs-NLMs 
that compensates for the latter’s limitations by using domain-specific architectural data. 
This treated a complex layered problem in separate stages, leveraging a less expensive 
computational strategy (NLMs) when incorporating it into an interconnected workflow 
of multiple deep learning models. In light of a need to upgrade design processes for the 
built environment, our adoption of state-of-the-art technology (AI) in architectural 
design aimed to foster innovation in both research and pedagogy, augmenting human 
decision making in the AEC industry sector (in line with UN SDG 9). 

2. Background of neural language models and State-of-the-Art 

Neural Language models (NLM) were first proposed in 2001. (Mansimov et al., 2016) 
pioneered modern machine learning techniques for text-to-image synthesis by 
demonstrating that the DRAW generative model (Gregor et al., 2015) could also 
produce unique visual scenarios when expanded to condition on image captions. Later, 
Reed et al. (2016) showed that GANs (Goodfellow et al., 2014) increased picture 
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quality in place of recurrent variational auto-encoders (Ramesh et al., 2021). Vaswani 
et al. introduced transformers as a novel Natural Language Processing (NLP) 
architecture (2017), before their adoption in computer vision (McCann et al., 2017). 

2.1. AI MODELS: DALL-E, VQGAN+CLIP, DIFFUSION MODELS. 
The NLMs used here rely on the CLIP classification network, a zero-shot ANN trained 
on 400 million “text-image” pairs. DALL-E (1) is a CLIP-assisted generative network 
with a 12-billion parameter version of GPT-3 that creates images from text descriptions 
of a broad range of natural language topics. Trained on a dataset of text–image pairs, 
DALL-E can anthropomorphize animals and objects, combine unrelated concepts in 
believable ways, generate text, and apply alterations to existing images (Ramesh et al. 
2021). VQGAN+CLIP (2) builds on earlier attempts to leverage the generative capacity 
of GAN architecture for NLP models like CLIP. The VQGAN is guided by CLIP, 
which encodes a text prompt and searches the correlation between text-image output, 
until a perfect match between image and text is identified. CLIP-Guided Diffusion 
Models (3) generate images from text by connecting a class-conditional ImageNet 
diffusion model (Dhariwal et al., 2021) to a CLIP model. DMs are probability-based 
models with the potential for creating high-quality images, while demonstrating 
characteristics such as easy scaling, distribution coverage, and stable training. 

2.2. STATE-OF-THE-ART 

NLMs have lately yielded a new generation of AI-based art and design synthetic 
imagery. Since NLM models were only released recently, their application in 
architectural research remains experimental. In one case, the work of (Yang & Buehler, 
2021) used CLIP+VQGAN to produce images from text prompts and subsequently 
generate three-dimensional models for manufacturing. The work of Theodoros 
Galanos on training DALL-E with 150k floor plan layouts represents an early attempt 
to use text for generating design layouts (2021). In (Rodrigues et al.)’s work, 
VQGAN+CLIP was employed to offer design inspiration, using text prompts in literal 
(analogy) and abstract (metaphorical) ways, combined with photographs and sketches 
(2021). NLMs demonstrate potential and challenges; as seen in Galanos’ work, solving 
spatial relationships in floor plans remains difficult challenging. Huang et al. 's work 
attempts to address the subtleties of distinct GAN models (SAGAN vs DCGAN) for 
developing new designs. Here, NLPs are limited to conceptual interpretation of 
findings (2021), without extending the discussion to the generative role of NLMs. 

3. Methods and Design Experiments 

Adopting John Gero’s schema of 'design prototypes’ (1990), a new approach to 
architectural design was pursued, employing interconnected deep learning models. To 
demonstrate the system and test its functionalities, a prototype was formulated through 
a series of experiments. Experiment 1, which is regarded as the ‘routine’ process (Gero, 
1990), applied discrete NLMs to design scenarios. Experiment 2, the ‘innovative’ 
process - interconnected multiple DL models with NLMs into a “hybrid” workflow 
that seems to emulate the ‘multimodal’ thinking structure in human perception. 
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3.1. DESIGN EXPERIMENT 1: DISCRETE NEURAL NETWORKS 

Experiment 1 employed a workflow to showcase opportunities and limitations present 
in NLMs like DALL-E, VQGAN/CLIP and DMs, when these are used in isolation. 
Various tests were conducted using a series of text prompts, ranging from archetypal 
semantic descriptions like “Building”, “Plan”, “Section”, “Façade” to more specific 
like “A modernist glass façade”, or “Building-Gaudi-Sagrada Familia-interior”. 

  

 
Figure 1: Design Experiment 1 (reductionist approach) workflow involves discrete neural language 

models, which rely on text prompts alone or text prompts and image reference. 

 
Figure 2: Experiment 1 provided three discrete NLMs with progressively more specific text prompts. 
Horizontal rows compare results given the same text prompt, while vertically showing the output of 

each model, given different text prompts relative to urban (left) and architectural (right) scales.  

These trials were also attempted with additional visual references. Figure 1 
demonstrates that the input-output sequence in NLMs relies primarily on text 
information, and the agency available to the designer is dependent on the curation of 
the text prompt (i.e., text length/specificity). We have argued here that this operational 
process, while potentially interesting, lacks the affordance of an overall flexibility to 
the user/designer. Our work with such models supports those findings and further 
provides observations in the following subsections. 
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3.1.1. Observations on Prompt Specificity in Experiment 1 

As observed (Fig.2), specificity worked well in all models, up to a certain level while 
beyond a point, models like DALL-E performed well with less specific text prompts 
like “a city block”, while more specific descriptions like “a traditional urban grid” did 
not necessarily improve results. Other models performed better when text prompt 
specificity was higher; they failed to recognize more generic prompts such as "a 
building plan" (VQGAN+CLIP; DMs) "a building facade", and "a building section" 
(DMs) resulting in low resolution, undefined results. Semantic features described by 
the prompt can still be observed in the image outcomes, but they are vague. Some 
models seemed to output satisfactory results when prompts directed the search towards 
certain (more specific) semantic categories, i.e. “A Baroque facade”. This might 
depend on how well semantic domains in the text prompts, were represented in the 
original training dataset (i.e., Imagenet). When prompt specificity increased by 
additional descriptors (“A building with a colonnade in the Baroque style of Francesco 
Borromini”), the low level features (i.e., overall legibility of an architectural style) 
satisfied the requirement for “Baroque” characteristics, without fully or successfully 
resolving the high-level features (i.e., details like windows, colonnade). This was also 
true with more archetypical descriptors (i.e., "top view of a city"), allowing reading of 
features as a whole but with low resolution. Sometimes, in spite of acceptable visual 
outcomes, output variety suffered, leading to similar results. We know that these 
models were pre-trained on large datasets which are comprehensive, and therefore, not 
domain specific. Using general text descriptions alone (i.e., a building, a city) risks 
“flattening” individual architectural layers, leading to reductionist, ambiguous and 
random results, as the network relies on prior supervised learning from broad datasets.  

3.1.2. Observations on additional references & hyperparameters in Experiment 1 
 

 
Figure 3: VQGAN+CLIP trials with prompt: “A building; Gaudi; Sagrada Familia; interior” (Seed 

#10,000; reference image). The 100th and 1000th iterations illustrate high structural similarities. 

Fine-tuning hyperparameters like "seed selection" (DALL-E; VQGAN+CLIP) and 
“clip guidance scale” (DMs) settings in the NLMs enabled more agency in the process. 
Seed manipulation allowed access to different areas in the model’s latent space with 
possibly localized visual properties. In DALL-E’s case, modifying the hyper-
parameter did not affect the results’ success, but simply offered another comparable 
result. In the case of VQGAN+CLIP, different seeds were observed to output slightly 
different results of the same resolution. Nevertheless, processing the same seed while 
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keeping the same text prompt returned almost identical results, regardless of the 
number of repetitions (Fig.3). An alternative approach with certain NLMs 
(VQGAN/CLIP; DMs) allowed complementing the text prompts with visual 
references in the form of “source” or “target” images when possible. The DALL-E 
version used was “DALL-E mini”, and it did not accept reference images as input. 
While a visual reference slightly increased the user’s agency (more types of input) and 
guided the process (Fig.3), specific feature preservation was difficult to guide. 

3.1.3. General Observations in Experiment 1  

Once the prompt specificity was increased to very detailed (a paragraph, Fig.4), DALL-
E’s performance featured more realistic qualities (similar to the earlier urban and 
architectural categories in Fig.2) than the “artistic” representations observed in the 
other two models (VQGAN+CLIP, DMs). VQGAN+CLIP indicated improved 
contextual representation of results, with the paragraph description, while adding a 
visual reference did not influence the compositional structure significantly, as was the 
case with DMs. Although results from the tested NLMs usually belong to the correct 
domain (i.e., building; façade; sculpture), they were not necessarily innovative, nor 
could they spark a kind of inspirational thinking, as they remain generic (Fig.2).  
 

 
Figure 4: Several trials were performed for each NLM (DALL-E; VQGAN+CLIP; DMs), increasing 
text prompt specificity to a full paragraph. Reference images were used with VQGAN/CLIP; DMs. 

Any localized specificity to a particular domain dataset (i.e., Architecture) is 
unknown, so the latent space of such models remains a “black box” to their users, 
making it difficult for designers to develop a sensibility to overcome the models’ 
limitations. It also reveals the minimal agency which the designer has over the design 
process parameters. Generally, a difficulty was observed in selecting the right text 
prompts to describe meaning as this became more entangled. The integrated language 
classification model (CLIP) in all tested models was trained in a supervised way, using 
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pairs of text-to-image, so it has assimilated particular correlations of verbal to visual 
data. It is therefore difficult to stir the models to specific resolution of low-level features 
without further ability to curate the process.  

In Experiment 2, we proposed a more curated process, introducing ANN 
combinations (i.e., StyleGAN, CycleGAN, StyleGAN-NADA), to allow modification 
and controlled query into the latent space. Our intent was using this workflow to span 
longer “Semantic Distances”, thereby increasing the chance of creative solutions: “The 
role of semantic distance in creativity is intuitively embedded in the theory of creativity, 
through the notion that the farther one moves from a concept in a semantic space, the 
more novel or creative the new concept will be.” (Kenett, 2018). 

3.2. DESIGN EXPERIMENT 2: INTERCONNECTED NEURAL NETWORKS 

The experiment used an interconnected network of image-based models (StyleGAN, 
StyleGAN-nada), and NLMs (VQGAN, DMs) (Fig.5). As NLMs text to image 
translation relies on non-architectural specific domain training datasets, the 
architectural domain representation is constrained. Strategic curation of interconnected 
networks workflow improved representation of specific architectural domains at 
various scales and levels, yielding superior results to NLMs alone. Furthermore, 
domain-specific pre-trained networks enabled a more targeted and flexible conceptual 
space search. Designers typically work at various levels of abstraction, intermittently 
requiring specificity or ambiguity. Experiment 1 established that feature 
disentanglement, architectural layers disentanglement, and understanding 
interdependencies across multiple architectural layers is problematic when using 
NLMs alone. When inputting text, NLMs could not focus image generation on low 
level compositional structure, while simultaneously generating high level esthetical 
structure (Fig.2). As such, architectural levels and abstraction levels had to be specified, 
architectural domain-specific datasets generated, and task-specific models defined.  

 
Figure 5: Experiment 2 workflow: interconnected ANNs and NLMs modify-query the latent space. 

Furthermore, the experiment addressed levels of designer agency in the process, 
multimodality of design intention input, and meaningful disentanglement of 
architectural features. The phenomenological, semiological, tectonic, or organizational 
features of a building are particularly challenging and their concise encoding through 
language/text or NLMs results in a reductionist process, as different features necessitate 
different encoding mediums. As humans, we perceive the world in a variety of ways: 
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we hear noises, see things, smell odours, feel texture, and taste flavours. Design is also 
a multimodal endeavour where tasks of variable abstraction are addressed through 
various mediums (i.e., text, drawing, painting, 3D models). Relying on one modality 
alone to describe a concept is limiting. “Language is an imperfect, incomplete, and 
low-bandwidth serialization protocol for the internal data structures we call thoughts.” 
(LeCun, March 5, 2021)Certain concepts benefit from being described in text, while 
others benefit from being described in the form of a drawing/sketch, and still others 
from being described as a 3D model, and so forth. The experiment addressed the aspect 
of designer agency at multiple levels moving from low-level agency (i.e., input text 
prompt), to an increased agency (inserting reference images), by curating the dataset 
specifying the training domain (architectural data), to control the overall process by 
determining when to use NLMs (for example, for low level composition), and when to 
use generative DL models for other features (high level composition).  

3.2.1. Observations on Experiment 2 Results: NLMs+GANs  

To demonstrate an interconnected design approach, an architectural concept was 
formulated to generate an urban branching composition. For comparison reasons, two 
examples were generated; a first example where two text prompts (“a branching 
composition”, “an urban fabric with branching street compositions”) were defined for 
NLMs, and in a second example an interconnected process was defined. Outcomes of 
the first example (Fig.6) were constrained and ambiguous as aforementioned.  

Figure 6: Experiment 1 process outcomes used as comparison with Experiment 2 workflow. 

Figure 7: Experiment 2 integrates NLMs into an interconnected workflow to assist domain-transfer 
in GAN models by reducing semantic discrepancy across different domains. 
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The second example was divided into six discrete tasks, addressing aspects of 
agency, multimodality and architectural feature disentanglement. For each task 
(semantic reference, text reference, low and high-level composition, segmentation, 
massing), an AI model, modality, and relationships between the models were defined. 
A StyleGAN2-ada network (N1) learned compositional aspects of mountain 
topography to define the semantic reference level. The network N1 semantic features 
were then utilized to guide the NLM’s (N2) generation. The aim of connecting the two 
networks (N1, N2) was to generate a low-level composition that is architecturally or 
urbanistically meaningful. Once this was defined, a CycleGAN image-based network 
(N3) was utilized to perform domain transfers between the low-level composition 
(mountain features) and high-level composition (Madrid urban fabric features).  

Once the semantic and text reference was encoded, as well as the low-level and 
high-level compositional features, an additional network (N4) was used to perform 
segmentation of building blocks and free spaces. A Midas network (N5) was utilized 
to determine depth and building heights, informing the 3d massing. Within the 
sequence of other GAN models, the NLMs intervened to help clarify and guide the 
encoding of semantic information. For example, the branching mountain patterns 
(Fig.7) generated by the StyleGAN, belong to a very different domain than that of a 
typical urban morphology. Executing a domain transfer using the CycleGAN was 
assisted by the presence of the VQGAN+CLIP model, which reduced the semantic 
distance between the two domains, by acting as a mediating step. 

4. Conclusions and Future Work 

Working with image-based AI models for architectural design is hard; unlike other 
computational design workflows, designers’ input relies primarily on visual data; this 
makes encoding design intentionality problematic because task complexity needs to be 
reduced to 2-dimensional data. In addition, current NLMs isolate the designer to one 
modality (verbal) which potentially exacerbates this reductionist interpretation, since 
they were also trained from 2-dimensional data in the first place. An important issue 
for applying AI to design, according to John Gero is “Representation in Design”. What 
does a designer know that a computer doesn't? (Gero, 1991). A human can think in 
both verbal and non-verbal ways, unlike a computer. Several prominent thinkers have 
concluded that verbalization is not necessary for productive or even creative/innovative 
thinking. Non-Verbality manifests for example, as visual information, music, and 
mathematical language. The translation of “non-verbal” thinking into a “verbal” 
modality often severely constrains the meaning captured in the raw thinking process, 
as Roger Penrose recalls Albert Einstein’s deliberations on his own thinking (Penrose, 
1989). It is important to address this by offering complementary AI models to 
individual NLMs, so they circumvent limitations of verbal representation. This is 
important considering that such individual models are a priori constrained, because 
their training is dependent on a large, but generic dataset which cannot capture the 
complex nuances of architectural design. Specifically, the experiments performed 
demonstrated that increased specificity in individual NLMs (Experiment 1) did not 
produce visual outcomes which are useful to the designer. It is, therefore, necessary to 
maintain multimodality in design thinking, in line with the way human perception 
works. The proposed prototype (Experiment 2 multimodal workflow) enabled the 
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curation of visual references in the generative AI process, reaching beyond the limited 
search space of current NLMs.  The proposed prototype offers the potential to support 
domain flexibility, by introducing other conceptual spaces, rather than working with 
individual NLMs, which are pre-trained in non-architecture specific domains. 
Furthermore, this line of work supports the UN SDG #9, pushing forward current 
technological capabilities of the AEC industry by offering innovative workflows. 
Moving forward, we are interested in situating such workflows into a pedagogical 
framework, exposing interconnected models to a broad student body. 
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